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Introduction
“Hacker’s Diary & Notes” is a series where I write down tutorials on different technology and hacking
related topics in a direct, colloquial style. I aim at writing down my thoughts and reasoning via step-bystep instructions, as I find this approach useful both for my own learning as well as for writing possible
teaching material that can benefit my students in classes and workshops.
Hopefully, you will find these useful too!

Part 0: Setup
I will be using two VMs (Virtual Machines) running under Virtual Box (hypervisor).
You can download Virtual Box from https://www.virtualbox.org/ but you can also use VMWare or any
other hypervisor if you prefer.
For the VMs:
•

•

the hacker’s machine I will be using is ParrotOS (https://www.parrotsec.org/security-edition/)
but you can use Kali (https://www.kali.org/get-kali/#kali-virtual-machines) or any other security
distro that you are comfortable with.
For the target VM running Mutillidae, I will be using Metasploitable 2, which you can download
from https://sourceforge.net/projects/metasploitable/files/Metasploitable2/

Install the two VMs under the hypervisor of your choice and have them in the same NAT (Network
Address Translation) network so they can see each other while not be directly exposed to the external
world.
There are countless tutorials online on how to do this, so I won’t repeat the basic instructions here. Just
use Google (or DuckDuckGo) if you need help.
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Part 1: finding and scanning the target
First thing, let’s check our hacker pc IP address in the NAT.
Start the VM, log in and open a terminal to type
$ ifconfig

As we see, our IP is 10.0.2.4 and any device on the NAT will have a 10.0.2.x IP (since the netmask is
255.255.255.0)
Now, with our target machine up and running
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Let’s find it on the network by scanning for live hosts via nmap:

$ nmap -sn 10.0.2.0/24
The option -sn disables port scanning and only allows us to quickly check for online devices with an IP
ranging, in this case, between 10.0.2.0 and 10.0.2.254. Besides our own PC and the default gateway, the
scan also discovered a device at 10.0.2.51. This is our target, Metasploitable (called MS from now on for
simplicity). To double check we are correct, we can login into MS (msfadmin is both username and
password) and type ifconfig:

1

The exact addresses may be different in your network.
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Indeed, MS is at 10.0.2.5 and we can reach it by pinging it from our PC:

Now that we found our target, we should check what ports and services are exposed. To do this, I will
use a stealth nmap scan by specifying the -sS option. Note that this needs root privileges and, since I am
not logged in as root, I have to issue the command via sudo and specify my password first:
$ sudo nmap -sS 10.0.2.5
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As we see there are many open ports and, indeed, there are many different ways we can hack into MS
(that’s why this is a such a fantastic learning tool!) but, in this series, we are going to focus exclusively on
Mutillidae.
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Part 2: checking the target
But… what is Mutillidae??
Essentially, Mutillidae is a website designed with its pages having several vulnerabilities2 referring to the
well-known OWASP Top 10 (https://owasp.org/www-project-top-ten/). It is, in concept, similar to
another very common web hacking playground you may have heard of, the DVWA (Damn Vulnerable
Web Application), which is also included in MS. Mutillidae, though, offers some more freedom of choice
compared to the former as the various pages are not limited to a specific vulnerability and the whole
app behaves a little bit more like a real website.
Anyway, since this is a website and our scan showed that MS has indeed port 80 open, let’s see if we can
access it in our browser from our PC.

Perfect! And a link to Mutillidae is there for us to access:

2

A list can be found in the website itself at the address:
http://10.0.2.5/mutillidae/index.php?page=documentation/vulnerabilities.php
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Besides some important information under the page title, we can see a handy navigation menu on the
left that allows us to focus on specific vulnerabilities by accessing particular pages in the application, if
we wish so.
In this series, to make things a bit more interesting, I want to test Mutillidae in a slightly more realistic
way, i.e.. by imagining we are assessing it without any information or specific previous knowledge (e.g.
black box testing) so I won’t get into a page knowing that it is subject to a particular vulnerability but I
will be looking for different bugs to exploit little by little, like a real pentester would do.
Since we want to treat this in a black box approach, starting random tests by hand may be a waste of
time and we are far better off by using an automated scanner like Nikto, which allows us to know what’s
going on under the hood of the app.
Nikto (https://cirt.net/nikto2) is a fully fledged web vulnerability scanner that can identify several issues
for us, like configuration errors, default settings, hidden files and so on. Its basic usage is very
straightforward as all we have to do is specify the target via the -h parameter. Let’s try it right away:
$ nikto -h http://10.0.2.5/mutillidae/
The list of findings is going to be very comprehensive and fill several pages of text (hence I won’t include
it here) giving us ideas for many possible exploits.
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Part 3: exploring the target (1)
By looking at the report provided by Nikto, let’s start with something that, apparently, should not be
overly dangerous but, on the other hand, can give us a clear picture of the tools that have been used to
develop the app:

Let’s check it out:
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When present, the phpinfo.php page can indeed provide us with a trove of information about the OS,
server, libraries and tools used and their respective version, each of which is worth checking for possible
vulnerabilities in case we fail at finding anything by directly poking the different pages. Essentially, it can
turn a black box testing into an almost white box one!
Let’s take note of all the relevant tools and versions and keep exploring what Nikto found for us:

The presence of a “robots.txt” file is also something we should consider for starting our penetration
testing. This file is used to instruct web spiders to not index certain pages and it may contain some
useful information, as Nikto is suggesting. Let’s check the file in the browser by surfing to
http://10.0.2.5/mutillidae/robots.txt :

Ah! I bet passwords caught your attention! Let’s see what’s in there…
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We just managed to access a directory that the developer thought to be hidden because it was not
going to be indexed by search engines but, unfortunately, was still accessible and discoverable with a
simple pentesting! By clicking on the accounts.txt file, we can actually find a few accounts:

Let’s write these down as I guess they will be useful later
Besides the robots.txt file, also config.inc is worth checking as it looks like it can give us further
information on the specific configuration being used. Remember, information is key to finding anything
so we should try to discover as many details as possible before jumping into any actual attack.

Apparently, there are two databases, named ‘metasploit’ and ‘Samurai’ and now we also have users and
passwords for these too!3

3

IMPORTANT NOTE: according to the version of Mutillidae you are using, the ‘metasploit’ database may have
been renamed ‘owasp10’. If, when trying to login, you get an error message saying that “Table
'metasploit.accounts' doesn't exist” you have to log into Metasploitable and change the config.inc file manually to
reflect the new database name (e.g. sudo nano /var/www/mutillidae/config.inc and change $dbname
accordingly).
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Part 4: exploring the target (2)
We can now try to use the information we just found. In the previous step we found a user “admin”
with password “adminpass”. Let’s verify whether it actually works by going to the login page in
Mutillidae:

And we are in as Admin!

Let’s not stop here and look for other vulnerabilities.
We can see that Nikto also pointed out the presence of a few directories that could help us find
additional weaknesses, including:
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The list also includes the password directory and the config.inc file that we just found by other means.
Taking note of the website structure would be very helpful in a real pentesting situation to figure out
how the target is designed and how it works.
In this particular case, exposed directories such as “includes” may allow us to access source files or other
sensible data and we should definitely explore them. Here are the contents of the “includes” directory:

Unfortunately, we won’t find anything particularly noteworthy in this directory. The possibility of having
access to the sources of the different web pages, though, would be a terrific find and we shouldn’t give
up just yet: by studying how the pages actually work (for example how a database is exactly being
queried) we could in fact plan for very specific and targeted attacks. Here Nikto helps us once again as it
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also discovered that PHP was left with some debugging configuration setting that allows for retrieving
the sources of a specific page by simply appending a ?-s to the page:

We can try this with the login.php page as suggested and, indeed, we can retrieve the original sources of
the server-side page!
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Part 5: Directory Traversal
While we can surely continue to explore the insights offered by Nikto (and we would probably never end
given the exploitable nature of Mutillidae!), it is also a good idea to start exploring the target manually
to figure out how it was designed. If we navigate to a few pages like home.php or login.php from the
menu, we should notice soothing a bit peculiar:

The URL does not access the page directly but uses the name as a parameter.
http://10.0.2.5/mutillidae/index.php?page=home.php
This is a dangerous design choice that can open up possibilities for attacks such as Local (LFI) or Remote
File Inclusion (RFI), Directory Traversal (DT) and more, and it is worth investigating further.
First of all, what happens if we try to access a page that does not exist? For example, something like
http://10.0.2.5/mutillidae/index.php?page=hellohacker.php

The webpage, very kindly, does display the name we requested in the URL but returns a custom error
message informing us the requested page does not actually exist.
Custom and verbose error messages are fundamental while debugging but, if left in production, can
disclose too much information to an ill-intentioned user.
In this case, we got confirmation we have easy access to the contents in /var/www/mutillidae/ where
the search for the requested page is taking place. This is an obvious invitation for a Directory Traversal
(a possibility that was also spotted by Nikto earlier): if we start backtracking the directory tree, with a
little bit of trial and error we can look for additional files that should not be accessible to us. For
example:
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http://10.0.2.5/mutillidae/index.php?page=../../../etc/passwd

And here we managed to display the contents of passwd file, listing of all users and system accounts4!
Unfortunately, a similar approach to uncover the shadow file is unsuccessful.

Part 6: More exploration with WFuzz
What if now we want to check for any hidden page in the /var/www/mutillidae/ folder by exploiting a
LFI vulnerability instead?
We can try this by using a tool like WFUZZ5, which will query the website for any possible page with
names taken from a wordlist.
The basic usage of WFUZZ is the following:
$ wfuzz -w <path to wordlist> <options> <target url>
Most likely, we already have several wordlists installed and shared by different tools. We don’t need
anything complicated here so, as an example, we can pick a small file provided by the tool dirb and
available in the folder /usr/share/dirb/wordlists/
Our wfuzz command then becomes:
$ wfuzz -w /usr/share/dirb/wordlists/small.txt --sc 200
http://10.0.2.5/mutillidae/index.php?page=FUZZ.php
Where –sc 200 means we are only interested in pages that exists (i.e. return a 200 code) and the FUZZ
name in the url will be automatically substituted with each word in the file.

4
5

Adding more ../ to the url have no effect as they are ignored once the root folder is reached.
WFUZZ is already installed in ParrotOS or Kali
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Running the above query won’t provide much useful information, though, as every single word in the
wordfile seems to take us to a valid page. The return code is not a good criterium!

Actually, this apparently odd result should not surprise us since we already saw earlier when, we tested
whether a hellohacker.php existed, the website does display any given page with the error messages.
We need to find another way to discriminate between the real hidden pages and those delivering the
error message. This is quite easy to do as WFUZZ output shows us that almost all pages, which we can
safely assume are fake, are made in the same way with 514 lines of code. We just have to exclude those
pages from our results to have something readable, which we can do via the option --hl 514 (i.e. hide
results having 514 lines).
Our command then becomes:
$ wfuzz -w /usr/share/dirb/wordlists/small.txt --hl 514
http://10.0.2.5/mutillidae/index.php?page=FUZZ.php
And we indeed get something much better as a result, including several hidden pages that are not
accessible via the menus:

17

Part 7: Using OWASP ZAP
Having found more information about the target and exposed a couple of vulnerabilities already, we can
now try to find other ways to actually hack into the system by checking how the login/registration page
works and by analyzing the traffic that gets exchanged between the browser and the server.
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The most common tool for this is BurpSuite (https://portswigger.net/burp) and, in fact, many tutorials
exist for this excellent product. Nonetheless, Burp’s fully fledged edition is not free so here I preferred to
work with an alternative software produced by the OWASP foundation, ZAP (Zed Attack Proxy,
https://www.zaproxy.org/), which is 100% free and open source and offers great analysis tools as well.
Both ZAP and BurpSuite are already installed in distributions like ParrotOS and Kali.
Once launched (no need to create a persistent session for our simple exercise), we are faced with the
following screen:

And we can click on “Manual Explore” in the right panel to begin a new pentesting session, where we
have to specify the website we want to test (http://10.0.2.5/mutillidae in my case) :
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Once we click on “Launch Browser”, ZAP will start a custom instance of the selected browser (Firefox, in
my case) configured to use ZAP as its proxy for all the incoming and outgoing traffic with Mutillidae. ZAP
will monitor the underlying traffic to build a map of the target website while also allowing us to modify
and manipulate such traffic in any way we desire.
After an introductory screen where we can request some explanation on the HUD that ZAP will
superimpose on the browser, we can get into action:

Note the HUD on the left and right edges of the browser window: those icons have been added by ZAP
to help us monitoring any finding, though we won’t really use them right now.
Let’s now click on the Login/Register page and then move to the Register page to create a new user.
This is a fundamental step to understand how the website behaves.
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Fill the page with your username, password and a signature phrase as require and then press the Create
Account button.
The account is created and we can now login.
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If now we go back to login page and log in everything should proceed smoothly and we should be
notified accordingly in the top right corner of the website

Getting back to ZAP, we can verify that the tool has been working in the background all this time,
tracking our every action and corresponding reply from the website.

In particular, on the left panel, we have a list of the different pages visited, including specific requests
sent by the browser. We can then click on any of these to visualize them on the right panel for a proper
inspection (click on “Request” tab in case you are still on the introductory “Quick Start” panel).
If we check what happened during our registration process, by clicking on the “POST:
index.php(page)(confirm_password,my_signature,password)” entry, we can see the information we
sent (in clear text since it was a normal http and not https connection) as well as a PHPSESSID cookie we
had already assigned to us before registering.
If now we check on the request the browser sent after we actually logged in, we can see how the
credentials were updated:
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The PHPSESSID remained the same but now we also have additional cookies storing our username as
well as a user id (UID).
Now the real fun begins: can we manipulate these cookies to impersonate somebody else? Can we
become admins?
We can start by being blunt and change the username cookie to admin. Pentesting any application is a
puzzle that has to be solved little by little with small steps. Starting with obvious test, even if we know
they most likely won’t work, is still a good idea as they may still give us additional insights on how the
application behaves, hence allowing us to think of new strategies. Every bit of information can be the
missing piece for the breakthrough we are looking for.
To modify the values in the request, right click it on the left panel and select “Open/Resend with
Request Editor”:
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A new window pops up where we can actually modify the cookies, so let’s try our luck and change the
username from “robert” to “admin”, ceteris paribus (i.e. leaving everything else the same). Click “Send”6
and let’s see what happens.

Unfortunately, nothing interesting happens and the webpage returns with a message where we can
clearly read that we are still logged in as our old boring self:

6

Note this button may be hidden if you resized the window to a smaller format. It is in the top right corner of the
window.
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But we know there is also another cookie that looks promising: uid, currently set at 36. What happens if
we change it, for example with the value 35? Let’s try by following the previous steps once again:

Bingo! The response shows we are now logged in as another user named “pippo”7! We found something
that needs to be explored more thoroughly and that will likely take us to the admin account. To do this
we should proceed by using a “fuzzer” to help us automate all the requests with different uid (I hope
you were not thinking of manually editing the uid from 1 to infinity manually!).
ZAP has a built-in fuzzer that allows us to do just that.
Let’s close the “Manual Request” window and right click on the GET:index.php entry and select Attack
followed by Fuzz:

7

Of course, user names and UID numbers may be different in your version.
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In the new window, we have to highlight the value we want to bruteforce and then select “Add”:

Here we can decide how the Fuzzer will handle the variable.
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First, we need this value to be a number (i.e. “Numberzz”), and we want to manipulate it by
incrementing it by 1 starting from 0 end ending to 34 (our ID was 36, likely the last one registered, and
we already discovered the user with ID 35).
Once added, we can see it in the Payloads window ready to be executed:

Click OK and then “Start Fuzzer”.
Once ZAP has finished, we can see in the lower panel all the results, where we can easily check that the
admin user is identified by a UID cookie set to 1:
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By manipulating the uid cookie, we can now impersonate any registered user!

Part 8: XSS (1)
If we go back and explore the website further, we will likely stumble on a Log page:

If we scroll around the entries, we should also find when we created our user and logged in:
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This page is quite interesting and not because it logs our activity but because it allows us for an indirect
way to interact with the server by sending some sort of information that gets processed by a php serverside page and then dynamically used to create a new table client side.
Is there a way to exploit this? Which field can we eventually control for trying some form of XSS (cross
side scripting) where we insert our own code in the page to be processed by the server?
If we compare the log with the requests our browser sends when connecting to the server, for example
by checking our GET:index.php request, we see how our user agent is taken and inserted in the log
under the column “browser-agent’.

If we can manipulate the string sent by our browser, we may be able to exploit a stored XSS vulnerability
and save our code in the page so that it gets executed anytime a new user requests to view it.
OWASP ZAP is all we need here: we already manipulated a couple of cookies earlier so how to change
the User-Agent string should be straightforward by now: right click on the GET:index.php request and
select “Open/Resend with Request Editor”.
What shall we write now? To check whether the XSS vulnerability is actually there, we can write a very
simple test script like, for example:
<script type=”text/javascript”> alert(“Hello World!”); </script>
If this simple instruction is executed, the website is vulnerable.
Let’s find out if it works: modify the User-Agent field accordingly and click “Send”.
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If now we go back to the “View Log” page and refresh it, we can see our simple test code is indeed
getting executed, showing we have exposed a stored cross site scripting vulnerability.

Part 9: XSS (2)
But how dangerous is this? Well, the short answer is “very”!. There is essentially no limit to the damage
a hacker can do to a website and its visitors if he is given a chance to execute his own malicious code.
As a straightforward example, by simply changing the script to document.cookie instead of “Hello
World!” we can store a script in the page that will show the cookies associated to the user that is
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currently viewing the page. Naturally, a hacker would not display these on the visitor’s own screen but
capture them in other ways and then steal the user identity and session on the specific website.

This, as well as other attacks, could be achieved by redirecting the visiting user to some other page,
which would be setup to capture the cookies, or even running further malicious code on the user
machine.
Redirect the user would be very easy indeed, as we would just need to write a simple script such as
<script type="text/javascript"> window.location.href="http://www.zaproxy.org/"; </script>
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to send the user, in this case, to the OWASP ZAP homepage.

This covers some fundamental vulnerabilities but there is much more to explore here, so it’s your turn
now to dig in further and find additional bugs that could be exploited!
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This tutorial was inspired by the series of articles on Mutillidae published in HackerJournal in 2021
(www.hackerjournal.it)
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